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Abstract:

Introduction: Multivariate time series forecasting has become essential for decision-making in complex domains, including energy, healthcare,
finance, and environmental monitoring. Traditional statistical models offer interpretability and efficiency but struggle with nonlinear
dependencies, whereas deep learning models capture complex patterns yet often require large datasets and lack transparency. This systematic
literature review addresses these limitations by examining the role of hybrid statistical-deep learning models in improving multivariate
forecasting performance.

Methodology: Following the PRISMA 2020 framework, studies published between 2020 and 2025 were identified from ScienceDirect, IEEE
Xplore, Springer Nature Link, ACM Digital Library, and Taylor & Francis. From 2,526 identified records, 1,371 records were screened, 376
advanced to detailed eligibility review, 58 full-text reports were assessed, and 44 studies were included in the final synthesis. The selected
studies were analysed according to hybrid architecture, forecasting horizon, dataset characteristics, performance outcomes, and methodological
limitations.

Results: The review identified four major hybrid categories: residual/error-correction, feature-level, ensemble, and optimisation hybrids.
Findings indicated that hybrid models generally outperformed standalone statistical and deep learning approaches, with reported improvements
ranging from approximately 5% to over 40% depending on application context, forecasting horizon, and evaluation methodology. Residual-
based approaches such as ARIMA-LSTM and VAR-LSTM were effective for combining linear pattern extraction with nonlinear learning,
while decomposition and Transformer-based hybrids demonstrated advantages in complex long-term forecasting. However, challenges related
to computational cost, interpretability, uncertainty modelling, and deployment feasibility remained.

Conclusion: This review contributes a structured taxonomy, decision-oriented framework, and analysis of failure conditions to support
evidence-based selection of hybrid forecasting models.

Keywords: Hybrid forecasting model, statistical model, machine learning, deep learning, multivariate time series, predictive
accuracy

intelligent transportation. Over the past years, the increasing
access to high-frequency and high-dimensional data has
changed the focus of research to Multivariate Time Series

1. INTRODUCTION

Time series forecasting is one of the primary tools of data-

driven decision-making in many fields, such as finance, energy
systems, healthcare monitoring, climate modelling, and

(MTS) forecasting, in which several interdependent variables
vary over time [1]. In multivariate forecasting, in contrast to
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univariate settings, there are intricate cross-variable
dependencies, time dynamics, and dimensional noise
propagation. These aspects make the modelling process
significantly more difficult and require more powerful and
expressive forecasting models. Consequently, predictive
accuracy enhancement of multivariate time series has been a
paramount research problem that lies at the frontier between
statistics and machine learning [2].

Time series analysis and forecasting have traditionally been
based on the theoretical basis of traditional statistical models.
Such methods as Autoregressive Integrated Moving Average
(ARIMA), Seasonal ARIMA (SARIMA), Vector Auto-
Regression (VAR), and state-space models have their basis in
the probabilistic theory and provide explicit assumptions about
stationarity, linearity, and error structure. Such models are
appealing because they are interpretable, mathematically
rigorous and not too expensive to evaluate [3]. Nonlinear
dynamics, regime shifts, and temporal long-range interactions
are not easily represented in statistical models, however, when
applied to real multivariate data. They can be inflexible to
structural ~ breaks, non-stationarity, and complicated
interactions among variables because they are pegged to very
strict assumptions, including linear relationships and a priori
lag structures. This means that standalone statistical models
often have poor predictive performance when exposed to large
datasets with high-dimensional multiple time series [4].

The shortcomings of statistical methods of time series
forecasting have led to the quick acceptance of machine
learning and deep learning applications in time series
forecasting. Deep neural Networks (DNNs), Long Short-Term
Memory Networks (LSTMs), Gated Recurrent Units (GRUs),
Convolutional Neural Networks (CNNs), and, more recently,
Transformer-based networks are good at learning nonlinear
patterns directly out of data [5, 6]. These models are also good
at long-term time dependence and the intricate interactions
among variables in a manner that does not rely on explicit
parametric  assumptions. Deep learning models can
simultaneously discover cross-variable representations and
dynamics, which in multivariate forecasting settings can be
significantly more effective than other conventional statistical
methods in raw predictive accuracy [2, 7, 8]. Although these
strengths are present, such deep learning methods also have
significant issues, such as high data demands, sensitivity to
hyperparameter selection, weak interpretability, and unreliable
performance in cases where training data is sparse or
contaminated. These disadvantages cast doubt on their
robustness, reproducibility and trustworthiness, especially
when it comes to high stakes in penetrating such domains as
healthcare and energy prediction [9].

The strengths and weaknesses of statistical and deep
learning models have stimulated the growing interest in
statistical-deep learning methods. The perspective of hybrid
models is to combine the theoretical interpretability and
stability of statistical approaches and the nonlinear modelling
capability of deep learning architectures [10-12]. Typical
hybridisation approaches are sequential models, in which a
statistical approach would learn linear or seasonal trends, and a

neural network would learn nonlinear or residual trends, or
parallel or ensemble models, which would be based on the
summation of the predictions of both paradigms. Hybrid
models have been demonstrated to be useful in multivariate
contexts, providing better trade-offs between bias and variance,
resistance to non-stationarity and offering much better
predictive accuracy in very broad practice settings. Hybrid
frameworks enable a principled way of utilising domain
knowledge and being modelling flexible by decomposing
complex temporal signals into structured and unstructured
components [12, 13].

Although recent years have witnessed a significant amount
of research on hybrid forecasting model studies, the current
literature is still discontinuous in terms of subject, data and
methodological decisions. Most reviews emphasise either
univariate forecasting, or all-deep learning models, or domain
application, which does not provide much information about
the specific performance of hybrid statistical-deep learning
models in multivariate settings [14, 15]. In addition, systematic
synthesis comparing hybrid architectures, integration
strategies, and evaluation practices is not done under the same
analytical and evaluation framework. Specifically, there are
issues of uncertainty regarding the best hybrid designs to apply
to various data attributes, predictive gain measures and
reporting, and study methodological constraints.

This review examines empirically validated forecasting
frameworks where statistical models are explicitly integrated
with deep learning architectures for multivariate time series
forecasting. Studies involving standalone deep learning, graph-
based learning, or optimisation-driven approaches without
statistical integration are considered only for contextual
benchmarking rather than core synthesis. Unlike previous
reviews, which have catalogued models and reported accuracy
gains, this study not only examines the performance of hybrid
models but also emphasises the contextual factors that
influence their success. This review provides new conceptual
insights by: (i) introducing a decision-oriented framework that
guides which hybrid model strategy (e.g., ARIMA-LSTM,
SARIMA-GRU) is most appropriate for specific data
conditions, including sample size, dimensionality, noise levels,
and forecast horizon. This approach enables users to make
informed decisions when choosing between various hybrid
architectures based on the characteristics of their datasets. (ii)
It also goes beyond simply cataloguing successful hybrid
models by identifying instances where hybridisation fails or
does not outperform baseline models. By exploring these
negative findings, the review highlights situations where hybrid
models may introduce unnecessary complexity and fail to
deliver substantial improvements in accuracy. (iii) The review
also addresses the trade-offs involved in hybridisation.
Specifically, it examines scenarios where hybrid models may
not be worth the added complexity, such as when a simple
statistical or deep learning model provides comparable
performance to a hybrid, without the need for additional
computational resources.

Unlike prior reviews, this study takes a more
comprehensive approach by integrating decision guidance,
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failure-mode analysis, and benchmarking critique into a unified
framework for hybrid model selection. While previous reviews
have often catalogued hybrid models and their performance
improvements, they have largely overlooked the practical
decision-making processes involved in choosing the right
model for specific data conditions. This review not only
highlights the strengths of hybrid models but also critically
examines their limitations through failure-mode analysis,
exploring when these models fail to outperform simpler
approaches. Furthermore, the study conducts a thorough
benchmarking critique, comparing hybrid models to standalone
statistical and deep learning methods across various datasets
and forecasting horizons. By combining these three elements,
the study provides practitioners with a structured, actionable
framework to guide the selection and application of hybrid
forecasting models based on their unique requirements and
challenges.

2. REVIEW METHODOLOGY (SLR PROTOCOL)
2.1. Review Design and Guidelines

The review is based on a Systematic Literature Review
(SLR) methodology, and it guarantees transparency,
reproducibility, and rigorous synthesis of empirical data on
multivariate time series forecasting with hybrid statistical-deep
learning models. The methodology of this review is based on
comparative synthesis that systematically maps hybrid model
types against data regimes (e.g., stationary, high-dimensional,
noisy) and forecast horizons. This synthesis offers a
comprehensive overview of when different hybrid models are
most effective and their performance stability across varying
conditions. It allows practitioners to easily assess which model
to choose based on their data characteristics and forecasting
needs. Also, a critical analysis of cases where hybrid models
fail to outperform baseline methods or introduce excessive
complexity is provided. This includes instances where models
suffer from overfitting, where additional computational burden
is not justified by performance improvements, and where
hybridisation does not improve forecasting accuracy in real-
world datasets.

This SLR follows the principles of PRISMA 2020, which
provides a systematised and systematic approach to the
identification, selection, analysis, and synthesis of the required
studies. The PRISMA (Preferred Reporting Items for
Systematic Reviews and Meta-Analyses) guidelines are
popular for providing a better report on the quality of
systematic reviews and ensuring that the review process can be
comprehensive and unbiased [16]. A selective screening of the
articles published since 2020 was made in this SLR, with the
emphasis on the analysis of hybrid models that integrate
statistical algorithms (e.g., ARIMA, VAR) with deep learning
algorithms (e.g., LSTM, CNN, Transformer) to predict
multivariate time series. This intermediate method has been
increasingly considered in time series forecasting because it
can capture complex relationships among multivariate data and
enhance predictive performance.

2.2. Scope Definition and Hybrid Model Eligibility

To ensure methodological consistency, this review defined
a statistical-deep learning hybrid as a forecasting approach in
which at least one statistical component was operationally
integrated with a deep learning architecture. Statistical
components included ARIMA, SARIMA, VAR, state-space
models, statistical decomposition methods, and formally
derived statistical features, whereas deep learning components
included LSTM, GRU, CNN, Transformer, and graph neural
network architectures. Studies involving genuine integration,
such as residual correction, forecast-as-feature learning,
decomposition-based integration, or joint ensemble prediction,
were included in the core synthesis. Graph-based studies were
included as core evidence only when the graph neural network
was integrated with an identifiable statistical component;
standalone GNN approaches were retained solely for
contextual benchmarking of cross-variable and spatial—
temporal dependency modelling and were not treated as
evidence of statistical-deep learning hybrid superiority.
Standalone deep learning, optimisation-only, and unrelated
univariate approaches were otherwise excluded from the core
synthesis.

2.3. Data Sources and Databases

Various credible academic databases were systematically
searched to ensure that high-quality and relevant literature is
covered. These were ScienceDirect (Scopus-indexed journals),
Springer Nature Link, IEEE Xplore, ACM Digital Library and
Taylor and Francis. These databases were chosen because they
possess a good representation of the research works in the fields
of machine learning, statistics, artificial intelligence, and
application forecasting. The presence of journal articles as well
as high-quality conference proceedings was especially critical,
since all the methodological novelties of hybrid time series
forecasting are often announced in the conference before they
are published in journals. Records retrieved were all exported
and processed through a standard workflow of screening to
prevent duplication and also to maintain traceability.

Although hybrid statistical-deep learning models often
improve forecasting accuracy by combining linear and
nonlinear modelling capabilities, their application is not
universally beneficial. In some situations, simpler forecasting
approaches may provide comparable or more efficient
performance. For small datasets, hybrid models may increase
model complexity and risk overfitting due to insufficient
observations for effective deep learning training. Similarly,
highly stationary time series with stable patterns may already
be accurately forecasted using traditional statistical models
such as ARIMA or SARIMA. In real-time forecasting
environments, hybrid models may also introduce higher
inference latency, memory requirements, and computational
costs, limiting their practical deployment. Furthermore,
resource-constrained applications may favour lightweight
statistical models or simpler neural networks due to lower
operational requirements.

The reviewed studies were coded based on hybrid
architecture, forecasting horizon, dataset size, application
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domain, performance outcomes, and reported limitations.
Evidence mapping and thematic synthesis were conducted to
identify common patterns and research gaps. Most studies
reported superior forecasting performance of hybrid models
compared with standalone approaches, while some reported
mixed results depending on dataset characteristics and
forecasting horizon. Frequently identified limitations included
computational complexity, limited uncertainty analysis, and
restricted generalisability.

2.4. Search Strategy and Strings

The search strategy used Boolean logic and clusters of
keywords that incorporated keywords that came up with the
statistical modelling, deep learning, and time series forecasting.
It searched articles published between 2020 and 2025. Each of
the databases was searched using the following search strings:

2.4.1. ScienceDirect (2020-25)

"Multivariate time series" AND "time series forecasting"
AND “predictive accuracy” AND "hybrid model" AND
"statistical model" AND "deep learning"

2.4.2. IEEE Xplore (2020-25)

"Multivariate time series" AND "time series forecasting"
AND “predictive accuracy” AND "hybrid model" AND
"statistical model" AND "deep learning"

2.4.3.  Springer Nature Link (2020-25)

"Multivariate time series" AND "time series forecasting"
AND “predictive accuracy” AND "hybrid model" AND
"statistical model" AND "deep learning"

2.4.4. ACM Digital Library (2020-25)

"Multivariate time series forecasting" AND “predictive
accuracy” AND "hybrid statistical-deep learning model"

2.4.5. Taylor and Francis (2020-25)

"Multivariate time series" AND "time series forecasting"
AND “predictive accuracy” AND "hybrid model" AND
"statistical model" AND "deep learning"

These search terms made sure that all the pertinent research
on the intersection of hybrid statistical and deep learning
models to multivariate time series forecasting was located.

2.5. Inclusion and Exclusion Criteria

To achieve an objective and consistent screening process,
clear inclusion and exclusion criteria were formulated before
the process. The inclusion criteria were that studies had to
propose, evaluate or compare hybrid statistical-deep learning
models that were applied to multivariate time series
forecasting. In addition, a limited number of studies focusing
on univariate forecasting, non-hybrid baselines, or
interval/probabilistic forecasting were retained only when they
served a clearly defined comparative, methodological, or
contextual role and were explicitly labelled as peripheral
evidence rather than core contributions. Peer-reviewed journal
articles and conference papers published in English between

2020 and 2025 only were taken into account. Moreover, the
studies included in this review also needed to provide
quantitative  forecasting performance in conventional
evaluation metrics.

Articles were filtered out when they only discussed
univariate time series, pure statistical models or pure deep
learning models without any integration, and had not been
empirically evaluated. Publications written in other languages
and non-peer publications like editorials, theses and preprints
were also excluded. These criteria were used to make sure that
the final corpus comprised methodologically sound studies that
were in direct proportion to the research objectives.

A distinction was also made between genuinely integrated
hybrid models and comparative benchmark studies. Studies
that separately evaluated statistical, machine-learning, and
deep-learning models without combining them into a unified
forecasting architecture were retained only when they provided
useful baseline, horizon-specific, or model-selection evidence.
These studies were classified as comparative benchmarks
rather than true hybrid models and were excluded from counts,
taxonomy conclusions, and performance claims specifically
attributed to integrated statistical-deep learning hybrids. This
category included the studies [17-19].

2.6. Study Selection Process

The selection process of the study has been conducted in the
four general steps provided in the PRISMA framework:
identification, screening, eligibility and final selection. Each of
the scenarios is illustrated in the PRISMA diagram presented
in Fig. (1).

Screening and selection were governed by predefined
eligibility criteria. Core studies were included when they were
peer-reviewed journal or conference articles published in
English between 2020 and 2025, addressed multivariate time-
series forecasting, operationally integrated at least one
statistical component with a deep-learning architecture, and
reported  quantitative  empirical  forecasting  results.
Comparative non-hybrid, univariate, or probabilistic studies
were retained only when they served an explicitly labelled
contextual or methodological benchmarking role.

Records were excluded when they were non-peer-reviewed
or non-English, outside the defined review scope, unrelated to
multivariate forecasting, limited to purely statistical or purely
deep-learning approaches without operational integration
(unless retained as contextual benchmarks), lacked empirical
evaluation or standard quantitative metrics, or failed the
detailed methodological-quality and relevance checks.
Applying these criteria to the 2,526 identified records left 1,371
records for title/abstract screening; 376 advanced to detailed
eligibility review, 104 reports were sought for retrieval, 58 full-
text reports were assessed, and 44 studies were included in the
final synthesis. The stage-specific exclusions are shown in
Fig. (1) and reconciled with Table 1. Disagreements were
resolved by consensus, full-text exclusions were documented
by reason, and quality assessment considered dataset adequacy,
baseline adequacy, experimental fairness, and statistical rigour.
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Records identified from databases
(n=2,526)

e ScienceDirect (n = 137)

¢ [EEE Xplore (n =23)

e Springer Nature Link (n = 28)

¢ ACM Digital Library (n = 1,464)
e Taylor & Francis (n = 874)

Records removed before screening
(n=1,155)

Non-research article records removed (n = 160)

Duplicate records removed (n = 24)

Marked as inappropriate (n = 643)

Records removed for other reasons (n = 328)

(Non-article documents, book chapters,
proceedings without full text, etc.)

l

Records screened
(n=1,371)

l

Records excluded
(n =995)

Irrelevant titles/abstracts or not meeting scope

Reports sought for retrieval
(n=376)

l

Reports not retrieved
(n=318)

Full text unavailable or inaccessible

Reports assessed for eligibility
(n=58)

l

Studies included in review
(n=44)

Reports excluded
(n=14)

Reason 1: Authenticity issues / low rigour (n = 8)

Reason 2: Did not address enhancement in
predictive accuracy after implementing hybrid
models (n = 6)

Fig. (1). PRISMA diagram.
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Table 1. Database searches and retrieved results.

Records Retained Selected
Records Records Screened ecor AS ftej aine Records Excluded Reports Reports Assessed Setlftcli:s
Databases R After Pre-Screening . at Detailed Sought for for Full-Text
Identified Title/Abstract e . R for
Removal R Eligibility Check Retrieval Eligibility .
Screening Review
SeienceDirect 137 121 85 61 24 15 13
(Scopus)
Springer
28 20 20 7 13 9 7
Nature Link
IEEE Xplore 23 16 16 5 11 11 9
ACM Digital
CM Digita 1,464 537 130 97 33 11 5
Library
Tayl
aylor and 874 677 125 102 23 12 10
Francis
Total 2,526 1,371 376 272 104 58 44

2.7. Data Extraction and Quality Assessment

To collect appropriate information on each of the included
studies, a formal system of data extraction was used. Data that
were extracted included model architecture and hybrid design,
dataset characteristics, experimental configuration, baseline
comparisons and evaluation metrics. Table A (Appendix A)
indicates this information. Table A includes both core hybrid
studies and a limited number of contextual benchmark studies.
The latter were retained because they provided relevant
comparisons concerning baseline performance, cross-variable
dependency modelling, forecasting horizons, computational
complexity, or deployment feasibility. Their inclusion does not
indicate that they satisfy the operational definition of a
statistical-deep learning hybrid. In particular, standalone
graph-based models and comparative studies that evaluated
statistical and deep-learning models separately were not
included when deriving the hybrid taxonomy or drawing
conclusions about the performance gains of integrated hybrid
architectures. This data was used to compare and synthesise the
results on the same topic across studies. Also, the predictive
performance comparisons reported in this review require
careful interpretation because the underlying studies differ
substantially in terms of datasets, forecast horizons, evaluation
protocols, and baseline model configurations. Although many
works report percentage improvements in RMSE, MAE, or
MAPE, these values are not directly comparable across studies
due to differences in data scale, temporal resolution, domain
characteristics, and horizon length, as well as inconsistent
choices of statistical and deep learning baselines. For example,
short-horizon forecasts on relatively smooth energy or financial
series are inherently easier than long-horizon forecasts on
noisy, high-dimensional environmental or healthcare datasets,

leading to structurally different error distributions even when
identical metrics are used. Moreover, several studies tune
hybrid models extensively while relying on minimally
optimised baselines, further inflating apparent gains. As a
result, the reported improvements should be interpreted as
directional evidence of relative performance within each
experimental context rather than as absolute indicators of
superiority across the literature.

A dual-reviewer evaluation methodology was chosen to
guarantee the quality of the methodology and reduce
subjectivity. Each study was assessed by two independent
reviewers in terms of relevance and quality. The inter-rater
reliability was evaluated through Cohen’s Kappa coefficient
(), which yielded a value of 0.6641 shown in Fig. (2) and gave
significance to the correlation among the reviewers. Conflicts
were resolved by negotiation and agreement.

The three major dimensions to which quality appraisal was
applied involved reproducibility, experimental rigour, and
transparency of the dataset. Studies were evaluated in terms of
how well the methodological sections were explained, how
satisfactory baseline comparison was, the strength of the
evaluation plans, and how report datasets and experimental
conditions were presented. This quality evaluation was very
strict that the synthesised findings are anchored on sound
methodological evidence.

The inter-rater agreement of Cohen’s k = 0.6641 indicates
moderate consistency between reviewers. This reliability
measure is operationalised through the above rubric, ensuring
that classification into Strong, Medium, and Low evidence
categories is not subjective but systematically derived from
structured scoring criteria.
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Both raters said 'Yes'

44

Both raters says 'No'

8

Only the first rater said ‘Yes'

2

Only the second rater said ‘Yes'

4

CALCULATE

Cohen's Kappa: 0.6641

Fig. (2). Cohen's kappa coefficient calculation [Source: STATOLOGY].

Beyond inter-reviewer agreement, a formal methodological
rigour assessment was applied to account for heterogeneity in
study quality and potential risk of bias. Each included study
was evaluated using a structured scoring rubric adapted for
forecasting research, covering four dimensions: (1) dataset
adequacy and transparency (clear description of variables,
frequency, sample size, preprocessing, and public availability),
(2) baseline adequacy (use of strong and relevant statistical and
deep learning benchmarks rather than weak or outdated
comparators), (3) experimental fairness (consistent forecast
horizons, rolling or blocked validation strategies, and
appropriate train—test splits), and (4) statistical rigor (use of
statistical significance testing, ablation studies, or error
distribution analysis). Each dimension was scored on a three-
level scale (low, medium, high), yielding an overall quality tier
classification of strong-, medium-, or low-rigour evidence. This
quality-tiering was subsequently used to contextualise reported
performance gains, ensuring that conclusions drawn from
higher-rigour studies were weighted more heavily than those
from exploratory or weakly benchmarked experiments.

3. TAXONOMY OF HYBRID FORECASTING
MODELS

Hybrid models that merge the virtues of statistical and
Machine Learning (ML) or Deep Learning (DL) algorithms

have recently gained popularity in time series forecasting
because they can be used to handle complex and non-linear
relationships in multivariate data. These models usually
combine complementary approaches in enhancing forecasting
accuracy, robustness and generalisation capacity. In general,
the models based on hybrid approaches can be divided into
sequential integration and parallel integration, error-correction
and feature-augmentation. The taxonomy of hybrid forecasting
models has been critically evaluated in terms of their
underlying theoretical mechanisms. A key consideration is the
bias-variance trade-off, which explains how hybrid models
combine  statistical models’ low-variance, high-bias
characteristics with deep learning models’ low-bias, high-
variance traits to achieve better generalisation. Additionally,
inductive bias alignment plays a significant role in determining
the success of a hybrid model, with the ability to balance
assumptions about the data's structure (e.g., linearity vs. non-
linearity) being critical. Furthermore, the choice between
decomposition-based and representation learning-based
hybrids is essential for handling different types of time series
data. Decomposition methods work well when the data can be
naturally separated into components, while representation
learning-based hybrids are more flexible, especially for high-
dimensional, complex datasets.
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Also, sequential integration is the process of using the
output of one model as the input of another model, e.g. when a
statistical model is used to give initial predictions, which may
be optimised using a deep learning model. Parallel integration,
on the other hand, is the process that runs several models
concurrently and integrates their predictions using processes
such as ensemble learning (e.g., averaging, stacking). A
sequential hybrid can employ ARIMA (Auto-Regressive
Integrated Moving Average) to embrace the linear time series
dependence with a network of LSTM (Long Short-Term
Memory) to improve the prediction of non-linearities [17, 18].
Conversely, in parallel hybrid models, these two independent
models, such as the ARIMA and the LSTM, may be executed
simultaneously, and their predictions may be averaged or
stacked to generate stronger predictions.

Moreover, there are also error-correction and feature-
augmentation hybrid models. The hybrids of error correction
are concerned with the fact that the residual errors of one model
are used to inform the predictions of a second model, and the
residual errors are often learned by a deep learning model that
learns the residuals of a statistical model [19-22]. In the
meantime, the hybrids of feature augmentation apply the
statistical model to the time series to obtain meaningful features
and provide them to the deep learning model to make the
sophisticated prediction [23, 24]. The two methods serve to
increase the prediction power by overcoming the weaknesses
of each model, including: statistical models: Cannot represent
non-linear dependencies; deep learning models: Cannot
classify classical time series behaviours.

3.1. Statistical-Neural Hybrid Architectures

The key to numerous current developments in time series
forecasting is hybrid models, which combine neural networks
with statistical techniques. ARIMA-LSTM, SARIMA-GRU
and VAR-RNN are some examples of such hybrid
architectures. These models capitalise on the mathematical
capabilities of statistical models and use the predictive ability
of neural networks.

3.1.1. ARIMA-LSTM

The ARIMA model is a popular way to model the linear
relationships and trend components of the time series data, and
the LSTM (a kind of recurrent neural network) is effective to
model long-term dependencies and non-linear patterns. This
hybrid model takes into account the linear trends and the
seasonality of the time series with ARIMA and sends the
residual to the LSTM to learn any non-linear trends [25]. The
model is effective, especially when the data has non-linear and
linear elements.

3.1.2. SARIMA-GRU

Seasonal ARIMA (SARIMA) model is an extension of
ARIMA which incorporates seasonal data in the time series.
This model can be combined with a GRU (Gated Recurrent
Unit), another kind of recurrent neural network, which is useful
to model the sequential data with long-term dependencies.

SARIMA uses the seasonal and trend factors, whereas GRU
can capture the complicated trends in the residuals.

3.1.3. VAR-RNN

Vector Autoregressive (VAR) model is a statistical model
that predicts multivariate time series; the variables in the model
are supposed to be interdependent. The VAR model could be
applied together with an RNN (Recurrent Neural Network) to
identify the linear relationships between the variables and
optimise them by the RNN to capture non-linear interactions
[26]. This hybrid method is especially applicable in predicting
multivariate time series when the variables are both linear and
non-linear in their relationships.

The mathematical justification of these hybrid models is
that the strengths of each of the components are
complementary. The statistical model is generally only used to
take care of the linear dynamics of the time series, whereas the
neural network part is used to capture the complex and non-
linear trends. The interplay between these elements is often
based on the sequential information flow in which the result of
a statistical model is input into the neural network, which then
refines the prediction. This architecture uses the strengths of
both statistical models and neural networks, as statistical
models are more stable and understandable, whereas neural
networks are more adaptable and precise.

Hybrid models succeed because the statistical components,
such as ARIMA and SARIMA, effectively reduce variance
through structured assumptions about the data. These models
rely on predefined, simple structures (e.g., linear trends,
seasonality), which help minimise overfitting by constraining
the possible model fits. In contrast, deep learning components,
such as LSTM or GRU, reduce bias by capturing nonlinear
dependencies and complex patterns in the data that traditional
statistical models often miss. This synergy between the two
paradigms directly complements the classical bias-variance
trade-off in forecasting. By combining the strengths of both,
hybrid models balance the tendency of statistical models to
underfit (high bias) with the ability of deep learning models to
overfit (high variance), thus achieving improved generalization
and predictive accuracy, especially in complex multivariate
time series forecasting tasks.

3.2. Taxonomy of Statistical-Deep Learning Hybrid
Forecasting Models

Statistical-deep learning hybrid forecasting models
combine the interpretability and structured modelling
capability of statistical approaches with the nonlinear pattern-
learning ability of deep learning architectures. However,
existing studies use the term “hybrid” to represent different
integration strategies, including residual learning, feature
extraction, ensemble combination, and optimisation-based
improvement. To provide a consistent classification
framework, this review categorises hybrid forecasting
approaches into four major types: residual/error-correction
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hybrids, feature-level and

optimisation hybrids.
3.2.1.

Residual hybrid models use a statistical forecasting model
to generate an initial prediction, while a deep learning model
learns the remaining forecasting errors or residual patterns.
This approach enables statistical models to capture linear
trends, seasonality, and historical dependencies, whereas deep
learning models identify complex nonlinear relationships that
remain unexplained. Common examples include ARIMA-
LSTM, SARIMA-GRU, and VAR-RNN architectures.

3.2.2.  Feature-Level Hybrid

Feature-level hybrid models integrate  statistical
information as additional input features for deep learning
models. Instead of directly predicting residual errors, statistical
methods extract meaningful characteristics such as trends,
seasonal patterns, lag relationships, or decomposed
components, which are subsequently used by deep learning
architectures to improve forecasting capability. Examples
include VAR-derived features combined with LSTM models
and statistical decomposition techniques integrated with CNN
architectures.

3.2.3. Ensemble Hybrid

hybrids, ensemble hybrids,

Residual/Error-Correction Hybrid

Ensemble hybrid models combine predictions from
multiple forecasting approaches to improve robustness and
reduce individual model limitations. These approaches
integrate statistical and deep learning forecasts through
techniques such as averaging, weighted aggregation, or
stacking methods. By combining different predictive
perspectives, ensemble hybrids improve generalisation,
particularly when datasets contain multiple temporal patterns
or uncertain behaviour.

3.2.4.

Optimisation hybrid models incorporate optimisation
algorithms to enhance model configuration, parameter

Optimisation Hybrid

selection, or architecture performance. These approaches
improve hybrid forecasting by automatically identifying
suitable hyperparameters, model structures, or feature
combinations. Common optimisation methods include
Bayesian optimisation, genetic algorithms, and particle swarm
optimisation, which are applied to improve forecasting
accuracy while managing model complexity.

The classification framework enables systematic
comparison of hybrid forecasting approaches by distinguishing
the mechanism through which statistical and deep learning
components are integrated (Table 2).

3.3. Residual and Error-Driven Hybrid Models

Residual learning is one of the most widespread approaches
to combining statistical models with deep learning: the
statistical model is used to make the baseline prediction, and a
deep learning model is used to make the prediction of the
difference between the actual values and the baseline. This
combination model structure is effective in solving the bias-
variance trade-off in time series forecasting.

Under this context, statistical models (ARIMA or
SARIMA) give a very good but not always accurate prediction
using linear trends and past data. Then, the deep learning model
(LSTM, GRU or CNN) is aimed at learning the residuals, i.e.,
the differences between the forecast and the actual
observations, and optimising the forecast. The advantages of
this architecture include the storage and processing of
structured, linear data with the use of the statistical model and
non-linear and difficult-to-learn relationships with the use of a
deep learning model. The major benefit of residual learning is
that it minimises the bias without causing a huge variance that
would pose inaccurate predictions in the presence of noise or
outliers. According to the research by [27] and [28], the
baseline of ARIMA or SARIMA is followed by the error
correction stage using LSTM or GRU, and it results in
increased accuracy of the forecasting results, especially when
the data is subjected to non-linear processes or irregularities.

Table 2. Classification of statistical-deep learning hybrid forecasting models.

Study Hybrid Category Statistical Component Deep Learning Component Application
Mohideen et al., [10] Type I: Residual/Error- ARIMA LSTM Weather forecasting
Correction Hybrid
Guillamet et al., [11] Type II: Feature-Level Hybrid Statistical lag features LSTM Healthcare demand
forecasting
Guermoui et al., [25] Type IV: Optimisation Hybrid VMD/statistical CNN Solar forecasting
decomposition
Padilha et al., [30] Type IV: Optimisation Hybrid SARIMA LSTM + optimisation Wind forecasting
algorithm
Tejoyadav et al., [36] Type I: Residual/Error- VAR LSTM Water quality forecasting
Correction Hybrid
Lian & Tian [41] Type III: Ensemble Hybrid Statistical forecasting Deep learning models Air quality forecasting
models
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The review developed an explicit decision-oriented
framework by linking dataset characteristics with appropriate
hybrid forecasting strategies. The framework mapped key data
properties, including dataset size, dimensionality, noise levels,
and forecasting horizon, to suitable model selection
approaches. A structured decision process was established to
support evidence-based hybrid model selection rather than
relying solely on descriptive comparisons. This framework
enhanced the practical relevance of the review by providing
clearer guidance on the conditions under which different hybrid
forecasting architectures were most appropriate.

3.4. Feature-Level and Ensemble Hybridisation

The other popular method of hybrid forecasting models is
feature-level hybridisation and ensemble learning. In feature-
level hybridisation, the statistical models are utilised to create
features (trends, seasonality, correlations, efc.) out of the time
series data and input them into deep learning models in order
to make additional predictions. This is a good strategy as it
enables the deep learning model to concentrate on learning
intricate patterns, whereas the statistical one makes sure that the
key characteristics of the data are learned at the initial stage of
the procedure.

For instance, a SARIMA-LSTM hybrid can be used by
initially running SARIMA to obtain seasonality and trend
characteristics that are subsequently fed into LSTM to generate
the residual to refine the forecasts. Such hybridisation is useful
to make sure the linear and non-linear components of the time
series are captured, which leads to more accurate predictions.
As shown by [29] and [30], statistical characteristics, e.g.,
autocorrelations or seasonality components, can improve the
LSTM model in terms of the capacity to learn more of the deep
non-linear relationships.

Ensemble techniques such as stacking, bagging and
boosting also enhance the accuracy of the forecasts by
summing the results of the other models, be it statistical or
based on machine learning, into a single aggregated forecast
[31-36]. The process of ensemble averaging averages the
predictions made by a number of models and serves to smooth
out the biases of single models. Stacking, in its turn, is based
on a meta-model that combines predictions of base models to
achieve an improved performance [37-39].

Kumar and Singh [40] demonstrate the usefulness of
ensemble hybridisation, in which several statistical models, as
well as deep learning techniques, are jointly used. The
ensemble model has the capability to utilise the complementary
advantages of the individual models and produce stronger and
more credible forecasts, especially when the dataset has
different patterns and trends. In studies such as [41, 18],
statistical and deep learning methods are explicitly combined
through multivariate combination and comparative forecasting
frameworks. Attention, graph learning, or optimisation
mechanisms are included only when embedded within hybrid
structures, as seen in [42] and [43]. Pure models such as
standalone Transformer-based approaches in [44, 45, 46], they
are excluded unless integrated with statistical components,
ensuring strict methodological boundaries and preventing
scope drift across heterogeneous forecasting frameworks.

3.5. When Hybrid Models May Not Be Appropriate

Although hybrid statistical-deep learning models generally
demonstrate improved forecasting performance, their
application is not universally suitable. In several contexts,
hybridisation may introduce unnecessary complexity without
proportional performance gains. Firstly, in scenarios involving
small datasets, deep learning components are prone to
overfitting due to insufficient training samples, resulting in
unstable or non-generalizable predictions. In such cases,
simpler statistical models often perform more reliably.

Secondly, for highly stationary processes, traditional
statistical models such as ARIMA or SARIMA may already
capture the underlying structure effectively, making
hybridisation redundant and computationally inefficient.
Thirdly, in low-latency or real-time forecasting environments,
the computational overhead introduced by hybrid architectures,
particularly those involving deep learning or ensemble
components, may limit practical deployment feasibility.
Finally, in resource-constrained settings, including edge
devices or systems with limited memory and processing power,
hybrid models may be impractical due to high training and
inference costs. Therefore, hybrid forecasting models should be
selected conditionally, based on dataset characteristics and
operational constraints, rather than assumed to be universally
superior.

Each thematic subsection concludes with a concise
synthesis summarising the dominant empirical pattern
observed across studies, the overall strength of supporting
evidence, and any inconsistencies or disagreements within the
literature. It further highlights the implications for forecasting
practice, particularly in terms of model selection, performance
reliability, and contextual suitability. This ensures that
descriptive summaries are advanced into analytical
interpretation, improving coherence, critical depth, and
methodological contribution across thematic discussions.

4. COMPARATIVE ANALYSIS
PERFORMANCE

4.1. Evaluation Metrics Used

OF PREDICTIVE

In time series forecasting, an evaluation metric is an
essential concept that determines how a particular model can
perform and its accuracy. Root Mean Squared Error (RMSE),
Mean Absolute Error (MAE) and Mean Absolute Percentage
Error (MAPE) are commonly employed measures in the
literature. These measures have become popular due to the fact
that they give information on the scale of error in prediction
and can be easily interpreted, especially where forecasting tasks
are considered in which the minimisation of prediction error is
the most important aspect.

4.1.1. RMSE

This is a measure that is computed as the square root of the
mean of the squared error between actual and predicted values.
RMSE is very sensitive to big errors, and it is applicable in
measuring models where big deviations of the true values are
an issue of great concern. The RMSE value is also going to be
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generally much better in hybrid models, which can address
non-linear dependencies that statistical models might not
address [47].

4.1.2. MAE

The MAE is the mean of the absolute deviations between
the actual and the predicted values. In contrast to RMSE, MAE
provides a linear grade and does not prioritize any error, which
can be advantageous in the situation when outliers are not so
essential. Research, including that of [48, 49] has shown that
hybrid models tend to have lower MAE values because of a
combination of the capacity to model both linear and non-linear
aspects of the data.

4.1.3. MAPE

This measure of error is expressed as a percentage, which is
easy to interpret across the various datasets. However, MAPE
is also deceptive when the actual values are near zero because
even minor variations can cause huge percentage errors.

In the case of multivariate time series, these measures are
generalised to cover many variables. Multivariate RMSE
(MRMSE) and Multivariate MAE (MMAE) are commonly
computed by summing up the errors of individual time series
variables. The metrics can be used to measure the models in an
environment where several interdependent time series need to
be forecasted at once [50]. Also, the performance of the

forecasting models is usually different when the forecast
horizon is considered, so horizon-specific accuracy is also
essential.

While RMSE, MAE, and MAPE are commonly used
metrics in evaluating hybrid forecasting models, they have
known drawbacks that can distort the interpretation of model
performance (Fig. 3). RMSE is sensitive to outliers and can
exaggerate the impact of large errors, particularly in datasets
with extreme values, while MAE is scale-dependent and may
not be suitable for comparing models across different datasets
with varying scales. MAPE, although widely used, suffers from
instability when the true values are close to zero, making it
unsuitable for datasets with rare or small values. Despite these
limitations, these metrics remain dominant due to their
simplicity and ease of use, particularly when comparing hybrid
models to traditional statistical models. However, focusing
solely on accuracy measures like RMSE, MAE, and MAPE
overlooks important factors like distributional metrics and
model calibration, which are critical for evaluating forecast
uncertainty and the overall superiority of hybrid models. Future
evaluations should include probabilistic scores, such as Brier
score or CRPS, and interval-based metrics to provide a more
comprehensive view of a model's forecasting capability. While
accuracy remains important, hybrid models' effectiveness
should also be assessed by their ability to handle uncertainty
and produce reliable, actionable predictions across dynamic
datasets.
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B Hybrid Models
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Fig. (3). Performance comparison based on evaluation metrics.
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4.2. Static vs Streaming Data Environments

The review currently merges studies using static datasets
with those operating in streaming or dynamic environments,
despite fundamental differences in data generation and model
adaptability requirements. Static datasets typically assume
fixed distributions and are suitable for batch-trained hybrid
models, while streaming environments require continual
learning, adaptability, and low-latency updates. Mixing both
contexts weakens interpretability of comparative findings. A
classification scheme should therefore be introduced to
separate static and streaming-based applications within the
synthesis framework. This distinction will clarify model
suitability, highlight adaptation requirements, and improve the
validity of conclusions regarding hybrid forecasting
performance across real-world operational conditions.

4.3. Benchmarking Against Standalone Models

Standalone models are frequently used to benchmark the
performance of hybrid models (e.g., pure statistical models i.e.
ARIMA, VAR and pure deep learning models i.e. LSTM,
GRU). Hybrid models, these are models that integrate the
advantages of the statistical and deep learning approaches; such
models have been shown to perform very well on forecasting
activities. Another instance of benchmarking is that the deep
learning models usually succeed in the management of non-
linearity and intricate interactions compared to the traditional
statistical models. Nevertheless, hybrid models take the merits

of both methods and result in more accuracy and strength. As
an illustration, [17] note that the RMSE has reduced by a
quarter when a hybrid model of deep learning and statistical
methods is used over the same model applied to each method
separately. Market trends are volatile, and the hybrid models in
financial forecasting have been particularly useful in ensuring
that predicted data is smooth without making it volatile due to
the use of both classic trend-following approaches and complex
pattern recognition.

Hybrid models are far more successful than pure statistical
and pure deep learning models in terms of the accuracy
improvements that they have, particularly in tasks with long-
term predictive requirements, as illustrated in Fig. 4. Hybrid
models are more likely to be more accurate because they
combine interpretability and simplicity of statistical models
and the flexibility and ability of deep learning models to
parameterise complex non-linear associations.

4.4. Computational Trade-offs (Latency, Cost, Memory)

To evaluate forecasting accuracy, practical deployment of
hybrid statistical-deep learning models also depends on
computational requirements. Hybrid models generally achieve
improved predictive performance by combining statistical
stability with deep learning flexibility; however, this
improvement often involves higher training complexity,
memory consumption, and computational costs. Therefore,
model selection should consider the balance between
forecasting accuracy and operational feasibility (Table 3).

40 A

30 -

20

Accuracy Improvement (%)

Statistical

Deep Learning
Model Type

Hyﬁﬁd

Fig. (4). Benchmarking hybrid models against standalone models.
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Table 3. Computational and deployment trade-offs of forecasting models.

Factor Statistical Models Deep Learning Models Hybrid Models
Training Cost Low High Medium—High
Computational Requirement Low High High
Interpretability High Low Moderate
Forecast Accuracy Moderate High High for complex datasets
Deployment Complexity Low Medium High

This analysis highlights that hybrid models are most
suitable for large, complex, and nonlinear forecasting
problems, whereas simpler approaches may remain preferable
for applications requiring low latency and limited
computational resources.

4.5. Forecast Horizon—Based Performance Differences

The reviewed studies demonstrated that forecasting
performance varied considerably across short- term, medium-
term, and long-term horizons. The analysis indicated that
forecasting horizon influenced error propagation, model
stability, and the ability of different architectures to capture
temporal dependencies. Short-term forecasting studies
generally achieved strong performance using statistical and
lightweight hybrid approaches because of lower uncertainty
and limited dependency requirements. Medium-term
forecasting applications benefited from hybrid models that
effectively combined statistical trend extraction with deep
learning-based residual learning. In contrast, long-term
forecasting tasks demonstrated greater reliance on advanced
deep learning and decomposition-based hybrid architectures
due to their ability to capture complex and long-range temporal
relationships (Table 4).

A comparative synthesis was conducted by examining
forecasting horizon, dataset quality, baseline adequacy,
experimental fairness, and statistical rigor across the selected
studies. The assessment indicated variation in methodological
strength among reviewed studies, with some studies providing
stronger evidence through transparent datasets, comprehensive
baseline comparisons, robust validation procedures, and
advanced statistical evaluation (Table 5).

4.6. Dataset Characteristics and their Impact

The suitability of the datasets used has a significant effect
on the performance of the hybrid models. Some of the common
attributes that influence the predictive power of hybrid models
are stationarity, dimensionality and noise.

4.6.1. Stationarity

Stationarity is a set of statistical characteristics of a time
series being unchanged with time, including the mean and the
variance. Hybrid models, especially those which incorporates
statistical elements such as ARIMA are more suitable with
stationary time series whereby the underlying patterns do not
shift radically with time. Nevertheless, when non-stationary
data are considered, deep learning models, in particular LSTM,
can be especially useful, as a lack of stationarity is not assumed,
and they are able to extract patterns in data that change with
time.

4.6.2.  Dimensionality

Multivariate time series can include many variables, which
may have a major impact on the model. The hybrid models,
including VAR-LSTM and SARIMA-GRU, are especially
useful when dealing with high-dimensional data as they consist
of the benefits of statistical models in addressing inter-variable
correlation with the potential of deep learning models to work
with large volumes of input data. As it was shown by [50],
hybrid models trained on high-dimensional data sets (i.e.
energy consumption data with a high number of influencing
factors) always performed better than univariate or even
multivariate models.

Table 4. Forecast horizon-based performance comparison of hybrid models.

Forecast Horizon Typical Applications

Effective Models

Key Finding

Short-term Traffic, weather, finance

CNN-LSTM, GRU hybrids

Effective in capturing short-term nonlinear patterns and rapid
changes

Medium-term Healthcare demand, energy

forecasting

ARIMA-LSTM, VAR-
LSTM

Improved trend and residual pattern modelling

Long-term Electricity, climate, large-scale

forecasting

Transformer-based hybrids

Better learning of long-range temporal dependencies
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Table 5. Evidence quality assessment of reviewed studies.

Study Dataset Quality | Baseline Adequacy Experimental Fairness Statistical Rigor Total Score Evidence Level
1-3) 1-3) 1-3) 1-3) (4-12)
[19] 2 2 2 2 8 Medium
[20] 3 3 3 2 11 Strong
[21] 2 3 2 2 9 Medium
[22] 2 3 2 2 9 Medium
[26] 2 2 2 1 7 Medium
[33] 2 3 2 2 9 Medium
[34] 3 2 3 2 10 Strong
[35] 2 2 2 1 7 Medium
[46] 3 3 3 3 12 Strong
4.6.3. Noise 4.7.3.  Poor Performance in Noisy Data

Noise in time series data is the random variation which is
not based on the underlying patterns. The hybrid models are
also most useful when dealing with noisy data since the deep
learning techniques can learn a large set of data and determine
trends that statistical approaches may fail to detect.

The analysis of hybrid models’ performance across data
regimes is discussed in Table 6 below.

4.7. Failure-Mode Analysis of Hybrid Models

In this review, hybrid models are often heralded for their
ability to improve forecasting accuracy. However, in certain
contexts, hybrid models fail to outperform simpler statistical
models or deep learning methods. Failure-mode analysis
reveals several situations where hybridization may not be
beneficial.

4.7.1.  Ovetfitting

Hybrid models that include deep learning components, such
as LSTM or GRU, may overfit when training data is limited,
leading to poor generalization. This issue is particularly evident
in domains like financial forecasting, where volatility and noise
can cause LSTM-based hybrids to memorize noise rather than
capture meaningful patterns.

4.7.2.  Increased Computational Complexity

In cases where the dataset is low-dimensional, hybrid
models involving complex deep learning layers (e.g., LSTM or
CNN) may increase computational costs without offering a
corresponding improvement in accuracy. For example, in
short-term forecasting applications where ARIMA alone
suffices, hybridization may lead to unnecessary complexity and
longer training times.

Hybrid models, especially those that integrate statistical
methods with deep learning, may fail to improve accuracy in
highly noisy environments. The additional deep learning layer
may struggle to filter out noise effectively, leading to minimal
performance improvements compared to pure statistical
models.

4.7.4.

When the forecast horizon is short-term, deep learning
models often struggle to provide significant improvements over
traditional statistical models, which can capture immediate
temporal dependencies more effectively. For example, ARIMA
models frequently outperform hybrid models for short-term
forecasts in stable, low-dimensional datasets.

Non-Improvement in Short-Horizon Forecasting

4.8. Computational and Practical Considerations

Although hybrid models have an important advance in
terms of accuracy, there are also some computation and
practical issues that have to be resolved. These are training cost,
model interpretability and feasibility of deployment.

4.8.1.

Hybrid models, particularly models with deep learning
elements may be computationally costly to train. Deep learning
model training, be it LSTM or GRU, takes a large number of
computational resources and time, particularly in the case of
large datasets. Such models as LSTM-ARIMA hybrids may
need hours or even days of training time based on the size of
the dataset. This is unlike the traditional statistical models
which are usually very fast and less computationally intensive.
Nevertheless, hybrid models tend to have more advantages in
terms of accuracy than the increased training costs depending
on the complexity of the task of forecasting, and in situations
where the quality of prediction is the most important criteria.

Training Cost
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Table 6. Hybrid model performance across data regimes.

Hybrid Model Type Data Regime Forecast Horizon Performance Stability Key Findings
LSTM-ARIMA Noisy, 'low— Long-term (> 1 year) Low wben noise Hybridizat'ion'add's complexity 'without
dimensional dominates performance gains in high-noise environments (7)
ARIMA_LSTM Stationary, low- Short-term (1-12 High, but fluctuates with | Outperforms ARIMA, but LSTM component may
dimensional months) noise struggle with very short-term forecasts (17)
Non-stationary, Stable, excellent in Significant improvements over standalone
SARIMA-GRU Long-t 1-5
high-dimensional ong-term (1-5 years) handling seasonality SARIMA, especially for non-linear trends (22)
. Effective in modeling short-term forecasts, but
Stationary, low- . . .
SARIMA-CNN & onal Short-term High stability CNN component struggles with long-term
imensional -
dependencies (25)
VAR-RNN Multivariate, high- Medium-term (6-24 Stable for financial and Robust for capturing cross-variable dependencies,
dimensional months) energy forecasting but computationally expensive (46)
4.8.2.  Interpretability only to contextualise baseline performance, cross-variable

Deep learning models are powerful models with a high
probability of lacking interpretability, and it is challenging to
know how the model is arriving at the predictions. This is a
crucial problem in areas like finance and healthcare where
decision-making processes of the predictions should be known
to the stakeholders. Thus, it is possible to find a compromise
between the precision of deep learning and the explainability of
statistical tools in the hybrid models.

4.8.3.  Deployment Feasibility

Hybrid models may be difficult to deploy in real-life
applications because the models are more complex and require
more computation. Nevertheless, hybrid models can be
implemented in real-time decision-support systems. The added
complexity of the hybrid models is warranted in such
applications by the enhancement in the forecasting accuracy.
Also, hybrid models enjoy the support of developments in
cloud computing and distributed processing that can be used to
alleviate the difficulties of deploying the models through
scalable and efficient execution of the model.

Table 7 below summarises the properties of datasets and
computation of some of the selected hybrid models surveyed.

5. DISCUSSION
5.1. Key Insights from the Review

The synthesis comprised core statistical-deep learning
hybrid studies together with a limited set of explicitly identified
contextual benchmark studies. Conclusions concerning hybrid
architecture, integration mechanisms, and forecasting gains
were based primarily on the core hybrid evidence, while
comparative and graph-based benchmark studies were used

modelling capability, computational trade-offs, and conditions
under which hybridisation may not be necessary.

The high performance of hybrid models is attributed to the
fact that they are able to identify both the linear and non-linear
dependencies. ARIMA and VAR are good statistical models for
modelling linear trends, seasonality, and stationarity in time
series data, as was shown in research by [6, 20]. Deep learning
models, including LSTM or GRU, on the other hand, are better
at capturing non-linear dependence and long-term dependence
that are often missing in statistical models. All these
complementary strengths are taken advantage of by these
hybrid models, and hence they are very versatile and can
produce more accurate predictions. Indicatively, [24]
established that hybrid systems such as ARIMA to capture
linear and LSTM to refine non-linear forecasts of financial time
series yielded better financial time series forecasting accuracy
than non-hybrid ARIMA and LSTM regression systems.

ARIMA-LSTM and SARIMA-GRU stand out as some of
the most prevalent architectures to work with since it gives a
solid framework for addressing both short-term dynamics and
intricate non-linear interactions. As an example, Liu et al., [20]
observe that this hybrid combination is effective in energy
forecasting, in which ARIMA models deal with the linear
tendency, and LSTM networks address the sophisticated
temporal relationships that arise in the residues. Lei ef al., [22]
also focus on the prevalence of graph-based hybrid models such
as METRO (GNN), which use temporal-spatial graphs to
predict multivariate time series in the domains of traffic and
energy. Such architectures are also being strongly favoured due
to the fact that they are more suited to support the
interdependency between two or more time series variables,
which is a common feature of real-world applications.
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Table 7. Dataset characteristics and their impact on hybrid models.

Ref. Study [Authors Dataset Stationarity | Dimensionality Noise Computational | Interpretability Deployment
(Year)] Characteristics Cost Feasibility
[11] (Hernandez Healthcare Stationary Medium Moderate High High Low
Guillamet et al., demand
2025)
[20] (Liuet al., Financial, Non- High Low High Moderate High
2025) energy stationary
[21] (Zheng & Stock market Non- Medium High High Low Moderate
Lucey, 2025) stationary
[22] (Leiet al., Traffic, energy Non- High Low High Moderate High
2025) stationary
[23] (Sriramulu et Stock market Non- High High High Low Moderate
al., 2025) stationary

5.2. Statistical Interpretability vs Deep Learning Flexibility

One of the main themes that can be identified in the review
is a trade-off between statistical interpretability and flexibility
of deep learning. It is a generally accepted opinion that
statistical models are more transparent and interpretable. To
illustrate, ARIMA models are founded on mathematical
concepts that have known principles, and their coefficients can
be interpreted in most cases to explain how past values affect
future predictions. Such an interpretable level is essential in
such research areas as finance and healthcare, where interested
parties require comprehending the logic of forecasts.
According to [17], this transparency is a considerable benefit
of statistical models, particularly when the regulatory or
decision-making authorities demand an unambiguous answer
to the way to get a particular forecast. Deep learning models,
including LSTM and GRU, on the contrary, allow more
flexibility in the modelling of complex patterns, particularly
non-stationary, high-dimensional data [24]. This flexibility,
however, comes with the trade-off of interpretability. The deep
learning models are usually referred to as black-box models
since it is a hard task to follow how certain inputs can produce
certain outputs. This non-transparency is a major challenge to
the explainability of what the model predicts, particularly in
areas such as healthcare, where interpretation of model
decisions is a key element in terms of trust and safety.

The hybrid strategy tries to find a compromise between
these conflicting requirements. Hybrid models provide an
avenue to higher accuracy and, at the same time, exhibit some
degree of interpretability by providing the statistical rigour of
the ARIMA or SARIMA models with the flexibility of the deep
learning models. According to Mishra et al.,, [7], deep learning
models alone might be more accurate in their predictions
compared to the conventional approach, but the hybrid variant
provides a more intuitive approach with no performance loss.

Nevertheless, explainability is still an issue even in hybrid
models. As emphasised by Zhao et al., [46] the hybrid model
can lead to superior results; however, it does not necessarily
make the deep learning aspect more interpretable. The
interpretability offered by the statistical model of a hybrid

approach is accompanied by the fact that the deep learning
aspect is always complicated, and there is still a need to develop
explainable Al (XAI) methods to ensure that such models can
be trusted and implemented in sensitive matters.

5.3. Performance Mechanisms and Variation Across

Hybrid Models

The reviewed studies indicated that hybrid statistical-deep
learning models improved forecasting performance by
combining complementary modelling capabilities. Statistical
components reduced forecasting bias by capturing linear
trends, seasonality, and historical dependencies, while deep
learning components improved nonlinear pattern recognition
and residual error correction. These advantages were
particularly evident in high-dimensional datasets, noisy
environments, and forecasting problems involving complex
nonlinear relationships.

However, differences in reported performance occurred due
to variations in dataset characteristics, baseline model
selection, forecasting horizons, and validation strategies.
Models demonstrated stronger improvements when evaluated
on large, complex datasets with appropriate benchmark
comparisons, whereas simpler datasets or weaker validation
approaches produced less consistent results. Therefore, hybrid
model effectiveness depended not only on architecture
selection but also on the characteristics and requirements of the
forecasting problem.

5.4. Methodological Limitations in Existing Studies

Although the outcomes of the studies reviewed are
promising, the methodological limitations which complicate
the generalizability and the strength of findings are quite a few.
The use of small datasets is one of the greatest problems.
Numerous studies, especially those in small domains such as
healthcare forecasting or environmental prediction, use small
datasets, which might not fully address the variability of the
real-world phenomenon that it seeks to model. A point raised
by Khosravi et al., [6] was the possibility of overfitting in
hybrid models due to inadequate data, because a model may
work well on the training data but fail to effectively generalise
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to novel and unexplored data. This weakness underscores the
significance of larger and more heterogeneous datasets to test
hybrid models, particularly when using applications such as
energy forecasting or financial prediction, where data is more
likely to be richer and more fluid.

The other major concern is the fact that benchmarking in
studies is not consistent. Although most of the studies use
RMSE and MAE as measures of evaluation, there is not much
consistency in the selection of the baseline models with the aim
of comparison. He et al., [24] highlighted that the comparison
of hybrid models to pure statistical or pure deep learning
models is not necessarily justified and standardised when it
comes to the choice of baselines. This lack of consistency
complicates arriving at conclusive findings on the effectiveness
of the hybrid models in various fields.

In addition, many of the hybrid model papers do not involve
ablation studies, and thus it is impossible to determine the
contribution of each component of the hybrid model to overall
performance. Mishra et al., [7] observe that hybrid models are
likely to perform better than standalone models, although the
role of the deep learning component compared to the statistical
component cannot be established without ablation studies. The
execution of such studies would assist in drawing clarity on the
contribution of various elements of a hybrid model to accuracy
gains and assist practitioners to choose the appropriate
combination of elements in their particular forecasting
assignment.

5.5. Implications for Machine Learning and Statistics

Hybrid modelling is a transmission of traditional models to
state-of-the-art machine learning techniques, providing a new
approach to the problems of making predictions based on
multivariate time series. Because statistical methods like
ARIMA or VAR can be used to combine with deep learning
models, like LSTM or CNN, such hybrid systems are useful in
modelling both linear and non-linear relationships in the data.
This integration greatly increases the prediction power of time
series forecasting models and provides a wide range of
application potential in different fields, such as finance, energy,
health and environmental care [50].

Hybrid models can be important to explainable Al (XAI),
exposing deep learning approaches to a greater level of
interpretability. Although deep learning models are frequently
criticised because of being black-box models, hybrid models
that integrate statistical methods provide an avenue through
which predictions can be explained. ARIMA models would, as
an example, be able to give an understanding of the trend and
seasonality of the data, which can be complemented by the deep
learning model, which can represent intricate non-linear trends.
This may be used to address the discrepancy between accuracy
and explainability, which is a critical factor in such a domain
as healthcare, where it is vital to understand the transparency of
Al decisions used. In addition, hybrid models stand at the right
spot to deal with numerous real-life issues in predictive
applications.

5.6. Open Challenges and Future Research Directions

Hybrid forecasting techniques that combine both statistical
and deep learning techniques have proven highly effective in
enhancing predictive accuracy on Multivariate Time Series
(MTS). Nevertheless, with the field's development, several
unresolved issues are still open, and they may influence the
trend of future research. The scalability of hybrid models to
high-dimensional multivariate time series is one of the leading
challenges. The so-called curse of dimensionality is the
exponential increase in computational cost and data demands
as the size of the feature set or time series variables is enlarged.
Financial and other energy prediction Data of high
dimensionality can result in models that are computationally
expensive and overfitted. High-dimensional data applications
such as stock market prediction or environmental observing.
Various methods that could be investigated in the future to
address these difficulties include Principal Component
Analysis (PCA), autoencoders, or sparse learning to enable
hybrid models to be more effective in large-scale, high-
dimensional applications.

The explainability and model transparency of hybrid
models, especially those that include deep learning elements
such as the LSTM or GRU, is also another important challenge.
Although these models may provide high predictive power,
they are usually black-box models, in which the reasons that
are used to make the predictions are hard to decipher. Such
interpretability has been a major challenge in other areas like
healthcare, where knowing how Al has made decisions is
fundamental to wuser trust and clinical implementation.
Transformers with attention has become a major trend in time
series forecasting, especially since 2022. Transformers were
initially created as a Natural Language Processing (NLP)
application, having been shown to be capable of modelling
long-range dependencies and long-range complex temporal
patterns in sequential data. Future studies are supposed to
investigate the ways that these Transformer-based architectures
can be extended with custom statistical models in order to
improve their capabilities of handling large and complex-sized
datasets and thus progress the state of the art in long-term
forecasting.

Finally, the attempt to create automated hybrid model
selection by means of AutoML (Automated Machine Learning)
and Bayesian optimisation methods can be considered as one
of the most promising research directions in the future.
AutoML systems could potentially automate the procedure of
choosing optimal model architectures and hyperparameters for
a particular task, drastically decreasing the amount of time and
experience one needs to build a model. Further evolution of
these methodologies will make the hybrid forecasting models
more flexible and accessible and be able to apply to larger and
more complex datasets, making the predictions of these models
more transparent, interpretable, and optimised. Finally, the
concerns of scalability, explainability, transformer integration,
and automated model selection will provide new opportunities
for hybrid models to achieve substantial improvements in time
series forecasting in the broad scope of domains.
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5.7. Future Research Directions

Future research should address several methodological gaps
identified in the reviewed literature. First, greater attention is
required toward uncertainty-aware hybrid forecasting, as many
existing studies focus only on point prediction without
providing prediction intervals or confidence estimation.
Second, external validation remains limited, with many models
evaluated only on specific datasets or single application
domains, restricting generalisability. Third, improved
reproducibility is needed through transparent reporting of
datasets, model parameters, and publicly available
implementations. Fourth, future studies should incorporate
deployment benchmarking by evaluating computational cost,
inference speed, memory requirements, and scalability. Finally,
the development of adaptive hybrid models for streaming data
environments is needed to address concept drift, continuous
learning requirements, and real-time forecasting challenges.

CONCLUSION

This is a systematic literature review that summarises the
current developments in hybrid statistical-deep learning models
of multivariate time series forecasting. The main results
indicate the great benefits of hybrid models in enhancing the
accuracy of forecasting in several fields, such as finance,
energy, health, and environmental monitoring. Recent hybrid
models, that is, models based on a mixture of statistical
algorithms such as ARIMA, SARIMA and VAR and deep
learning algorithms such as LSTM, GRU, and CNN, leverage
the advantages of both paradigms in an attempt to resolve the
complexities of multivariate time series data. All of these
models provide a good tradeoff between being linear and non-
linear, providing an opportunity to capture short-term
dependency and long-range temporal relationships in a much
better way than single models.

Using the reviews of 44 studies, it is easy to find that hybrid
models are always better than either pure statistical models or
pure deep learning models. In particular, it was common to find
that ARIMA-LSTM and SARIMA-GRU hybrids performed
well in terms of modelling linear trends and seasonality,
whereas deep learning elements performed well in terms of
modelling non-linear dependencies and long-term effects. Not
only does the addition of predictive power from multivariate
time series models contribute, but the contribution of this
review also has some value to the increasingly growing
research in the area of statistics-driven Machine Learning
(ML). Using classical statistical models and contemporary deep
learning models, this work draws attention to the possibility of
hybrid models serving as an intermediary between the two
spheres. Overall, hybrid forecasting models can be considered
as a potent and adaptable means of multivariate time series
forecasting. They provide major advancements in predictive
accuracy, strength, and extrapolation in different fields.
Nevertheless, issues still exist, especially in scalability,
interpretability and efficiency of the models, which have to be
tackled in future studies. The area of hybrid models can only
improve as deep learning continues to develop and as

transformer-based architectures and automated model selection
tools such as AutoML are integrated, which should further
improve the performance and accessibility of hybrid models. In
this review, the future of hybrid models has been highlighted as
promising and can potentially bring a revolution in the field of
forecasting in multifaceted, high-dimensional areas.
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MAE = Mean Absolute Error
MAPE = Mean Absolute Percentage Error
ML = Machine Learning
MMAE = Multivariate MAE
MRMSE = Multivariate RMSE
MTS = Multivariate Time Series
NLP = Natural Language Processing
PCA = Principal Component Analysis
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